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Abstract
The proliferating usage of cloud environments to store databases poses new challenges. Traditional encryption protects the
user’s data privacy, but prevents the server from executing computations on behalf of the user (client). By contrast, Partially
Homomorphic Encryption schemes, such as the Paillier cryptosystem, facilitate some server queries but involve heavy computations
that make them relatively slow. This paper shows a simple performance optimization for Paillier encryption. It significantly reduces
the server side workload and can be deployed by the server unilaterally, while remaining transparent to the client. Our optimization
trades modular multiplications with cheaper Montgomery Multiplications, by converting the database to a favourable format.
We explore several techniques to accelerate the relevant Montgomery multiplications on current and future modern processor
architectures, and demonstrate the resulting speed-ups by comparing to the current method implemented via the OpenSSL library.
For example, on the latest Intel processor (Architecture Codename Skylake) our method speeds up aggregated queries by a factor
of 4x.

I. I NTRODUCTION
Current cloud computing infrastructures require users to trust the remote infrastructure they use: the provider’s staff, and the
globally-distributed software/hardware platform. The most common arising concerns associated with remote databases storage
are (see [1], [2], [3]) data availability, data loss prevention, and data privacy.
One approach for protecting data privacy on a cloud infrastructure is “shielding” it, while relying on trusted hardware.
We mention a few solutions. “Haven” [4] is a Windows solution that relies on trusted hardware to shield applications that
run over general purpose hardware. A shielding solution for Linux can be implemented with Graphene library [5]. These
solutions leverage the hardware protection of Intel R Software Guard Extensions (SGX) technology. Other shielding solutions
are Microsoft’s Cipherbase [6] that relies on FPGA for its trusted hardware, and TrustedDB [7] that relies on the IBM
cryptographic coprocessor (SCPU).
Privacy can be protected by encrypting the user’s data before uploading it to the cloud. This approach does not require trusted
hardware, but gives rise to conflicting constraints. Standard encryption does not allow the cloud provider’s server to perform
computations on the ciphertext, on behalf of the user. Fully Homomorphic Encryption (FHE) and Partially Homomorphic
Encryption (PHE) address this limitation. FHE satisfies ENC(m1 ) ⊕1 ENC(m2 ) = ENC(m1 ⊕2 m2 ) for every messages m1 , m2
and operators ⊕1 , ⊕2 (in particular addition and product in some ring), but the currently known FHE schemes (e.g., [8], [9],
[10]) are too slow to be considered practical. PHE schemes (e.g., textbook RSA, ElGamal, and Paillier encryption) limit the
type of operations that can be executed on the ciphertext (e.g., to addition only), and are more feasible for real applications.
Nevertheless, they are very slow compared to symmetric encryption.
This paper focuses on Paillier cryptosystem [11], and proposes a method that significantly improves its efficiency, from
the server’s viewpoint. This method can be combined with other known techniques such as [12]. The paper is organized
as follows. Section II reviews some preliminaries. Section III explains our strategy for accelerating aggregated queries in a
Paillier encrypted database, achieved by converting the ciphertexts to a convenient Montgomery domain. Section IV shows
the performance results we obtained from several software implementations optimized for different processor architectures.
We compare them to the current method, implemented by using function calls to the latest OpenSSL version, and report on
significant achievable speedups. The discussion in Section V reviews some additional tradeoffs and variants.
II. P RELIMINARIES
A. Paillier cryptosystem
We briefly describe the Paillier crypto system [11]. A key is generated by randomly selecting two primes p and q. Let n = pq,
and denote φ(n) = (p − 1)(q − 1) and λ(n) = lcm(p − 1, q − 1). The selection (of p, q) needs to satisfy gcd(n, φ(n)) = 1.
An integer g ∈ Z∗n2 is selected randomly, such that n divides the order of g in Z∗n2 . This condition is verified by the existence


−1
of µ = L g λ(n) (mod n2 )
(mod n), where L(µ) = (µ − 1) div n. The public (encryption) key is (n, g), and the
private (decryption) key is (λ(n), µ). If p and q are selected with the same bit-length, and g = n + 1, then λ(n) = φ(n), and
µ = φ(n)−1 (mod n), and the key generation is simplified.
To encrypt a message m ∈ Zn , select random r ∈ Z∗n and compute the ciphertext ENC(m) = c = g m · rn (mod n2 ).
Decryption of ciphertext c ∈ Z∗n2 is DEC(c) = m = L(cλ(n) (mod n2 )) · µ (mod n). For any integer k, the additive and
multiplication by a constant k homomorphic properties are:

(mod n2 ) =

DEC ENC (m1 ) · ENC (m2 )
m1 + m2

(mod n)
k

DEC ENC (m1 )

(1)
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(mod n ) = m1 · k

(mod n)

(2)

The important property of the Paillier cryptosystem can be expressed as follows: given only the public key and the encryptions
ENC(m1 ), ENC(m2 ) of the messages m1 , m2 , respectively, it is possible to compute ENC(m1 + m2 ). It is also possible to
compute ENC(k · m1 ).
A typical implementation of Paillier encryption uses 1024-bit primes, and therefore a 4096-bit modulus (n2 ).
B. Montgomery multiplication
Montgomery multiplication (MM) is an efficient technique for computing modular multiplications [13]. For an odd modulus
k, integers 0 ≤ a, b < k, and positive integer t, the Montgomery Multiplication is M M (a, b) = a · b · 2−t (mod k). We say
that 2t is the Montgomery parameter. The Almost Montgomery Multiplication (AMM) is a variant of MM, defined [14] as
follows. For an odd modulus k, integers 0 ≤ a, b < B, and positive integer t, AM M (a, b) is an integer U that satisfies: (1)
U (mod m) = a · b · 2−t (mod k); (2) U ≤ B.
Computing AMM is efficient because it does not require trial division (and AMM is slightly more efficient than MM
because, unlike MM, it does not involve a “final reduction” step). AMM can be used in a sequence, where the output of one
invocation is an input to a subsequent invocation. The correspondence between AMM and modular multiplication follows from
the following property: if 0 ≤ a, b < B, RR = 22t (mod k) ,a0 = AM M (a, RR), b0 = AM M (b, RR) , u0 = AM M (a0 , b0 )
and u = AM M (u0 , 1), then u = a · b (mod k).
A fast software implementation of AMM, called word-by-word AMM (WW-AMM), which is tailored to modern processor
architectures, is described in [14] (in the context of computing modular exponentiation). The AMM implementations that are
reported here, use the WW-AMM method.
C. Redundant representation for big integers
On modern processors, software implementations of big number arithmetic store such numbers in arrays of 64-bit (or 32-bit)
“digits”. This is called a radix 264 (or radix 232 ) representation. Performing a sequence of operations such as addition and
multiplication requires the software to handle the carry propagation.
A “redundant representation” uses a smaller radix, but the digits are still stored in 64-bit containers (see [15] for details).
64
Let A be an n-bit integer, written in a radix 264 as an array of l = dn/64e digits, where each digit ai satisfies
i <2 .
Pk−1 0 ≤ am·i
m
This representation is unique. Consider an integer 1 < m < 64. We can write A in radix 2 as A = i=0 xi · 2 . This
representation is also unique, and requires k = dn/me > l digits, xi , satisfying 0 ≤ xi < 2m , for i = 0, · · · , k − 1. If
we relax the requirement 0 ≤ xi < 2m , and allow the digits to satisfy only 0 ≤ xi < 264 , we say that A is written in a
Redundant-radix-2m Representation (redundant representation for short). Figure 1 illustrates an example. The advantage of the
redundant representation is that the leftover bits in each 64-bit “container” allow for simpler handling of the carry propagation.
D. Optimizing AMM computations for modern processor architectures
We briefly describe how AMM computations can be optimized when implemented with different instruction sets. The basic
AMM implementation uses the standard ALU instructions (e.g., add, adc, mul). It can be improved by using some new
instructions (mulx, adcx, adox) that allow for handling carries more efficiently. For short, we call these instructions
“ALUX” (see [16] for the precise definitions). Note that adcx and adox are extensions of adc. They are designed to support
two separate carry chains and also have a non-destructive destination (i.e., the destination register is explicit). adcx and adox
compute the sum of two 64-bit inputs plus a “carry-in”, and output a sum and a “carry-out”. adcx stores the carry in/out only
in the CF (Carry Flag), and adox stores the carry in/out only in the OF (Overflow Flag).
The presence of AVX2 and AVX512 architectures (see [16]) allows a “vectorized” optimization for AMM, which uses the
available wide registers (256-bit for AVX2 and 512-bit for AVX512). Efficient carry handling is achieved by transforming the
inputs/outputs to/from a 228 redundant representation. The vectorized AMM algorithm is shown in [15].
2

Fig. 1. The 128-bit number 00112233445566778899aabbccddeeff (in hexadecimal notation), written in three representations. a) two digits (l = 2)
in radix 264 ; b) k = d128/28e = 5 digits in radix 228 (each digit stored in 64-bit container); c) k = dn/me = d128/52e = 3 digits in radix 252 (each
digit stored in 64-bit container). When computing the sum of two integers given in a redundant representation, the overflow bits can be accumulated in the
extra bits of each container.

Further AMM optimization can be achieved by using the future AVX512IFMA (Integer Fused Multiply Accumulate)
extension [17]. It includes two instructions: vpmadd52luq and vpmadd52huq. These instructions can multiply eight 52-bit
unsigned integers residing in wide 512-bit registers, produce the low (vpmadd52luq) and high (vpmadd52huq) halves of
the 104-bit products, and add the results to 64-bit accumulators (i.e., SIMD elements), placing them in the destination register.
They are designed to support efficient big integer arithmetic using radix 252 .
III. T RANSFORMING PAILLIER - ENCRYPTED DATABASES FOR EFFICIENT SUPPORT OF AGGREGATED QUERIES
A. Paillier based Database-As-a-Service
In the Database-As-a-Service (DAS) model [18], clients store their database on servers that are part of some cloud service.
These servers are untrusted, so privacy aware clients encrypt sensitive parts of the database before uploading them to the cloud.
At the same time, the DAS should allow the client to execute queries.
For illustration, consider, for example, a database that holds a two columns table (salaries [id, salary]). The id values are
public, and the salary values are confidential, and are therefore encrypted (see Panel a in Figure 2). The non-confidential id
values are stored as cleartext, allowing query filtering (e.g., used in “WHERE” clause).
An authorized client (that has the decryption key) can query the database. A simple (non aggregated) query is, for example,
“SELECT salary FROM salaries WHERE id = 2”. In such case, the DAS selects the relevant table entry, and returns it
to the client, that decrypts it. However, when the client performs an aggregated query (for example “SELECT SUM(salary)
FROM salaries“), the DAS collects all the relevant entries (v values) and sends them to the client for decryption (see Panel
b of Figure 2). This process is very inefficient due to the network overhead.
By using Paillier cryptosystem, the DAS can leverage the adaptive homomorphic property and calculate SUM(salary) value
by executing v modular multiplications on the encrypted values. The result is sent to the client that decrypts it (see Panel
c of Figure 2). This approach benefits from the computational power of the cloud, which is greater than that of the client.
Furthermore, executing the query locally minimizes the networking overheads and the storage requirements on the client side
(v may be large).
One difficulty with implementing a DAS based on Paillier encryption is the computational overhead and induced latency: a
query requires the server to execute v modular multiplications, where a reasonable set of parameters would set n2 = p2 q 2 for
1024-bit primes p, q, hence n2 is a 4096-bit integer.
B. A Montgomery Ready Paillier encrypted database
To improve the performance of aggregated queries (e.g., SUM/AVG), we propose to transform the database to a favourable
format, where the modular multiplications for aggregated queries would be replaced by cheaper AMM calculations.
This is done by pre-computing the value (constant) RR = 2t (mod n2 ) with an appropriate choice of t. RR is used
for mapping all the (Paillier encrypted) values ai to the respective Montgomery domain, replacing them with the values
3

(a)

(b)

(c)

Fig. 2. (a) Uploading encrypted data to the DAS. Queries can be executed in two methods, depending on the encryption type; (b) Standard encryption
does not allow calculations on the encrypted data. The DAS only selects the relevant entries and sends them to the client (for decryption); (c) Using Paillier
encryption. The DAS uses the homomorphic property, performs summation locally, and returns only the (encrypted) result.

a0i = AM M (ai , RR). When the database is stored in the Montgomery domain, the aggregated query translates to a chain of
v AMM operations. The result is converted from the Montgomery to the residue domain by one additional AMM (by 1) (see
explanation in [14]). Table I shows the calculations of RES, a chain of v − 1 modular multiplications, versus the analogous
chain of v AMM’s, including the final AMM conversion. The simple chain of multiplications is only an illustration to compare
the different sequences of multiplications and AMM computations. Of course, more efficient multiplication chains can also be
used in both cases.
TABLE I
M ODULAR MULTIPLICATION CHAIN VS . AMM CHAIN
A chain of Modular multiplications
(standard Paillier)

A chain of AMMs
(our proposal)

T1 = a1 · a2 (mod n2 )
T2 = T1 · a3 (mod n2 )
...
Tv−1 = Tv−2 · av (mod n2 )

T1 = AM M (a01 , a02 )
T2 = AM M (T1 , a03 )
...
Tv−1 = AM M (Tv−2 , a0v )

RES = Tv−1

RES = AM M (Tv−1 , 1)

Note that these changes are done only on the server side, and are transparent to the client. Furthermore, transforming the
database can be done incrementally (“per-demand”), by the server (see Figure 3).
IV. R ESULTS
This section provides the resulting performance improvements provided by our method and implementation. For the study,
we wrote five versions of 4096-bit AMM functions, optimized for different processor architectures [19]: 1) The classical ALU
(optimal on Architecture Codename Ivy Bridge); 2) An AVX2 implementation (optimal on Architecture Codename Haswell);
3) An ALUX implementation (optimal on Architecture Codename Broadwell and Skylake); 4) An AVX512 implementation;
5) An AVX512IFMA implementation. The last two implementations will be optimal on future architectures that support the
relevant features.
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(a)

(b)

Fig. 3. Initializing and querying data on a ”Montgomery Ready” Paillier encrypted database. No change is required on the client side (see Figure 2 for
comparison), and only the DAS needs to convert the data into and out of the Montgomery domain.

Figure 4 shows the performance of the ALU, AVX2, ALUX implementations, measured on the relevant platforms. They are
compared to the standard Paillier method, implemented by the most optimized OpenSSL modular multiplication with 4096-bit
operands (named: BN mod mul ), measured on BDW architecture. We point out that the ALU implementations have practically
the same performance on all the tested platforms. The speed-up factors are 2.34x, 2.89x, and 4.58x, depending on the processor
generation, and the fastest relevant optimization. The AVX2 implementation is faster than the ALU implementation, but is
slower than the ALUX implementation. This is due to the contribution of the two carry chains computations that are facilitated
by using ALUX. It turns out to be more efficient than the 4-way vectorization of AVX2, which leads to an increased number
of digits and memory operations.

Fig. 4. The performance of 4096-bit modular multiplication with OpenSSL, compared to our different 4096-bit AMM implementations (the numbers are in
cycles - lower is better).

Predicting the potential improvement on future Intel architectures, requires a different strategy (actual measurements require
a real processor which does not yet exist). Here, we used the public Intel Software Developer Emulator (SDE) [20], in order
to count the number of instructions executed while performing each of the tested functions. A reduced number of instructions
indicates improved performance (although the exact relation between the instructions count and the eventual cycles count
is not known exactly before a real processor is available). Figure 5 compares the instructions count of OpenSSL (4096-bit)
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modular multiplication versus the number of instructions of AMM ALUX (which is the fastest method on current processors;
2.34x instructions count reduction), AMM AVX512 (4.82x instructions count reduction), and AMM AVX512IFMA (13.66x
instructions count reduction).

Fig. 5. Instructions count comparison between OpenSSL modular multiplication of 4096-bit operands and our 4096-bit AMM code, optimized for Intel’s
future processor architectures (lower is better).

A. The overheads of converting to/from redundant representations
For the AVX2, AVX512 and AVX512IFMA implementations, the inputs need to be converted from the standard radix 264
format to an appropriate redundant representation (see Section II-C). Fortunately, the conversion overhead is relatively small
(compared to the cost of one AMM computation). Table II shows the number of instructions that need to be executed in order
to convert into and out of redundant representation (for 4096-bit numbers).
TABLE II
I NSTRUCTIONS COUNT FOR CONVERSION INTO AND OUT OF REDUNDANT REPRESENTATIONS . L OWER NUMBER OF INSTRUCTION IS AN INDICATION FOR
A PREDICTED LOWER NUMBER OF CYCLES .

AVX2
AVX512
AVX512IFMA

Into redundant
representation
177
97
60

Out of redundant
representation
934
212
25

V. D ISCUSSION
This paper proposes a strategy for optimizing Paillier encrypted databases, achieved by converting the encrypted data into
the Montgomery domain with an optimal Montgomery parameter. Our report compares the optimized OpenSSL Modular
multiplication to five implementations of 4096-bit AMM, each one is optimal on a different processor architecture. The
numbers indicate significant speedups on current platforms, and predict additional improvements on the near future ones.
Optimized AMM code for operand sizes 1024-bit, 1536-bit, 2048-bit, was introduced in [21], [22] and [23], to improve RSA
performance, and was contributed to OpenSSL. However, OpenSSL does not currently have a dedicated optimization for 4096bit Montgomery multiplication (it uses a general function BN_mod_mul_montgomery for such operands). Consequently,
we intend to contribute our reported code to OpenSSL. Table III compares the performance of our AMM implementation to
OpenSSL’s Montgomery Multiplication
(BN_mod_mul_montgomery) for architectures that support AVX2 and ALUX instructions (Architecture Codename Haswell
and Broadwell, respectively).
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TABLE III
4096- BIT AMM VS . 4096- BIT O PEN SSL MM.
MM/AMM
(4096-bit) version
AVX2
ALUX

OpenSSL
(cycles)
N/A
13.8K

This work
(cycles)
19K
12K

A. Additional considerations
Improving different aggregated database queries. The paper showed how the proposed strategy improves the performance
of “summing Paillier encrypted database entries. However, we point out that every aggregated function (e.g., averages and
standard deviations) that is supported by Paillier cryptosystem, can also enjoy the optimization in a similar way.
Storing data in Montgomery base vs. converting it on the fly. We suggest to convert the encrypted data to the Montgomery
domain, and store it on the server in this format. The alternative is to keep the database unchanged (in radix 264 ), and convert
entries on-the-fly per query. This approach involves an overhead of additional v + 1 AMM’s per query as follows.
1) Convert the data to the Montgomery domain (v AMMs).
2) Execute the required AMM’s (could be done with log(v) AMM’s).
3) Convert the result back to the residue domain (one AMM).
Note that when using the standard modular multiplication method, the query can be carried out with only log(v) multiplications. Similarly, for an already converted (to Montgomery domain) database, the query can be carried out with only log(v)
AMM’s. Therefore, adding v AMM’s for on-the-fly conversion, would make this method useless.
Storing the data in redundant representation. Table III shows that transforming into/out of redundant representation is
relatively fast, compared to the AMM operation, so on-the-fly transformation is certainly a viable implementation. However,
even this overhead can be saved by storing the database in a redundant format. We point out that such an approach trades
the saved computations with some additional storage. For AVX2/AVX512 architectures, using 28-bit redundant representation,
we need 147-Qwords (64-bit containers) instead of 64-Qwords (in radix 264 ). To use AVX512IFMA with 52-bit redundant
representation, we need 80-Qwords.
In general, the server application should identify the platform capabilities, choose the optimal code path. It can similarly,
choose whether (or not) to convert the database format. Note that these considerations are transparent to the client.
Fully accommodated protocol. In the paper, we discussed only steps that the server application can take unilaterally. However,
if the client-server protocol can be changed, it is possible to define a more efficient implementation. Specifically, if the client
operates in the Montgomery domain, we can define a protocol that saves unnecessary conversions. Here, during the database
generation, the client encrypts in the Montgomery domain (for efficiency), and leaves the results in this domain. The server
replies a query result in the Montgomery domain (without the last AMM by 1). The client can use this result directly when
performing the modular exponentiation step for the Paillier decryption.
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